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Foreword 

Nearly half a century ago a radical movement to open up higher education began when 

Britain’s new Open University declared that it would be “open to people, to places, to 

methods and to ideas”. Since then the ideal of openness in public life has made great strides 

and successive waves of technology have facilitated the adoption of the values of 

transparency, collaboration and sharing.  

Three manifestations of openness are particularly important for education. Open Source 

Software has increased the quality and diversity of computer applications; Open Access 

research literature speeds the creation of new knowledge by ensuring that academics build on 

the work of others; Open Educational Resources (OER), which can be re-used and adapted by 

anyone, anywhere, have the potential to transform education worldwide with a global pool of 

excellent learning materials becoming the common wealth of humankind.  

A movement that began in idealism has now acquired practical and economic importance. 

Governments are coming to appreciate the cost savings and quality improvements that OER 

bring to the educational materials used in their schools and colleges. 

But there is a problem. History shows abundantly that unless teachers find a new educational 

technology easy to use they will not adopt it. Teachers want to teach, not to spend hours 

searching in the chaos of the Web for material that is appealing, relevant to their needs and 

educationally credible.  

Fortunately some of the world’s most able experts in artificial intelligence, of which Mathieu 

d’Aquin is one, are now taking up the challenge of creating tools that allow educators to find 

the needle they want in the haystack of options. The mechanism they are using is the 

Semantic Web, which may still seem like a recondite and abstruse idea to most Internet users.  

The key is the concept of Linked Data, a hot area of development based on the idea that the 

mechanisms used to share and interlink documents on the Web can be applied to share and 

interlink data and metadata about these documents, as well as the concepts and entities they 

relate to. One can thus speak about the Web of Linked Data in the way one talks about the 

current Web of documents and data. 

As the author explains in this report, every “data object” (representing, for example, a person, 

a place or a topic) is identified by a Web address and characterised using Web links. These 

can connect to representations of other data objects, identified by other Web addresses. Thus 

the Web is viewed as a giant data graph that openly draws from any contributing source.  

This is a complex topic, engaging some of the world’s best minds. Here Dr. d’Aquin 

describes the tools, technologies and processes to publish and use Linked Data in a concrete 

way focusing on learning and teaching applications. As these approaches mature and pass into 

general use they will give a tremendous boost to the use adaptation of OER. 

I am particularly pleased that this work is being done in the Knowledge Media Institute 

(KMI) at the Open University. The KMI was created in the 1990s to ensure that the UKOU 

would show the same leadership in integrating the Internet into teaching and learning that it 

had demonstrated so brilliantly with an earlier generation of technology. 

 

Sir John Daniel 

Commonwealth of Learning 
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Executive Summary 

Implementing the full vision of Open and Distance Learning (ODL) raises immense 

technological challenges. The goal is to move from current localised, restricted and 

locked proprietary content towards the open discovery, use and combination of 

resources independent from their geographic and institutional origins. It is therefore 

natural that existing initiatives have taken the Web as a base platform, to publish and 

share open educational resources in the form of online documents. Beyond this first 

step however, new technological barriers to the full realisation of the ODL vision 

appear: How to discover these open resources? How to connect resources located in 

different repositories? How to relate these resources to the context, interest, cultural 

and technical environment of the learner? 

In this report, we introduce a recent development in the area of Web technologies 

which has the potential to revolutionise the area of ODL: The Semantic Web. While 

the Semantic Web has been, until now mostly considered from a research perspective, 

we focus here on the concrete benefit that can today be obtained from applying the set 

of principles and technologies that have emerged from the most pragmatic part of the 

Semantic Web field: Linked Data. 

Linked Data relies on the simple idea that the mechanisms used nowadays to share 

and interlink documents on the Web can be applied to share and interlink data and 

metadata about these documents, as well as the concepts and entities they relate to. 

On the Web of Linked Data, every “data object” (representing for example a person, a 

place or a topic) is identified by a Web address, and characterised using Web links 

that can connect to representations of other data objects, identified by other Web 

addresses, thus using the Web as a giant data graph that openly draws from any 

contributing source. 

In this report we describe how this idea is being realised and how it can be adopted by 

organisations willing to contribute, interlink to and take advantage of the Web of 

Linked Data for ODL. We describe the tools, technologies and processes to publish 

and use Linked Data in a concrete way, focusing in particular on learning and 

teaching applications. Understanding both the costs and benefits of adopting Linked 

Data and Semantic Web technologies is, of course, a critical part of the process. 

Alongside the description and explanation of the technological notions related to this 

area we show how such notions can be applied to solve some of the specific problems 

faced in ODL and present a number of case studies in which such benefits have been 

concretely achieved. 
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The Semantic Web and ODL, a 
Common Goal: The Global 
Sharing of Knowledge 

In this report, we look at emerging technologies in the area of the Semantic Web [1] 

and Linked Data [3] and at their expected impact in education, specifically for open 

and distance learning. The focus on technology as a starting point is deliberate. 

Indeed, the notions of the Semantic Web and Linked Data are fundamentally seen as 

extensions of the technological principles underpinning the Web as we know it today. 

While they are relatively simple, it is these basic technological principles (the Web 

architecture
1
) that make the Web such an ideal platform for sharing and exchanging 

information, and by extension, an obvious enabler in the area of open and distance 

learning. As we show in the next section, the idea of Linked Data is nothing more 

than the one of exploiting the Web architecture to share and exchange not only 

documents, but also raw, accessible and directly exploitable information. In the 

continuity of the revolution that the Web created in the areas of open education, 

eLearning and distance learning, this simple idea has the potential to create a new, 

global environment, the Semantic Web, where learning is not anymore limited by the 

geographical, the cultural and the (often underestimated) technological barriers that 

use to lock information away from learners. 

Linked Data = Data on the Web 

The foundation of the Web is that it is a network of documents connected by 

hyperlinks (Figure 1). Presented this way, it sounds very simple and trivial. However, 

it implements a number of (also rather simple) principles that made it develop into the 

planetary platform that we know today. Amongst the most important of these 

principles are the interrelated ideas that the Web is an abstract network (its definition 

does not rely on specific hardware or software) and therefore, that it relies on vendor-

independent standards. Each node on the Web is identified by a Web address, a URI
2
, 

and might represent a document which content is encoded using a standard, 

universally readable format (most commonly HTML
3
). The consequence of these 

principles, and what makes the Web such a powerful platform, is that they allow for 

the network to be global: any document can link to and reference any other document, 

independently from where it is located, and the specific systems that are used to 

produce, store and deliver it. In other terms, there is no need to have access to and 

know about the computer server on which the document is stored, and what software 

is installed on this server to connect to this document: only its Web address is needed. 

Most importantly, this creates openness: anybody can access and link to other 

documents, without requiring more information or permission from the “owner” of 

the document, allowing the global network to grow organically from individual 

                                                 
1
 http://www.w3.org/standards/webarch/  

2
 Uniform Resource Identifier http://www.w3.org/Addressing/  

3
 Hypertext Markup Language http://www.w3.org/html/  

http://www.w3.org/standards/webarch/
http://www.w3.org/Addressing/
http://www.w3.org/html/
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contributions. While this idea appears almost obvious to many of us today, it 

represented a breakthrough with respect to previous approaches to enable document 

repositories and sharing environments. 

 

 

Figure 1: The Web: A network of documents. 

 

Following this, the simplest way to describe Linked Data is that it is about using the 

Web architecture not only for documents, but also for data. Typically, data are being 

held in database management systems, which are specific software programmes, 

running on specific computers and with specific access mechanisms. Somebody can 

create a database, which can then be queried. However, there is no obvious way to 

connect two databases created by two different organisations for example. The data 

needs to be physically moved across organisations and integrated into a common 

database management system for the data to be used jointly. These databases might 

use different terms and different conventions, which make it difficult to realise this 

integration. Also, opening up the content of the database to the Web requires 

deploying a Web interface, with the role to create “Web documents” representing the 

content of the database. While this might appear as a simplified view, it is essentially 

what is happening in most content management systems and database driven 

websites: the data stays hidden behind Web interfaces that dictate the way in which 

they might be reused and connected to. 

As with the Web, the idea of Linked Data is therefore very simple: why not put the 

data directly on the Web? In other terms, why not use the principles mentioned above 

for the Web to open-up, share and exchange data (Figure 2). The foundation of 

Linked Data is therefore that data objects on the Web are identified by Web addresses 

(URIs) similarly to the way documents are. The representation of the data – i.e. the 

information associated with a data object – is then represented by a Web link, which 
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can itself be characterised by a Web address. This makes it possible to represent 

information in such a way that it is materialised as a graph, where nodes are Web 

addresses and the edges are Web links. For example, we might have a URI 

representing the author of this report and another URI to represent information about 

the report itself. Representing the information that the person corresponding to the 

first URI is the author of the document corresponding to the second URI can then be 

realised by creating a link between these two URIs and labelling it with the 

relationship “is the author of”. Here as well, the basic idea is rather trivial, and graph-

based data representation is not new. However, the powerful aspect of relying on the 

Web architecture to realise such a graph representation is, as for the Web, openness 

and independence: information about the author might come from his own website 

(and connect to other sources of information about his employer, the town where he 

lives, etc.) while the information about the report might be published by the 

Commonwealth of Learning under http://col.org and connect to other types of 

information regarding the organisation, other related resources, etc. In other terms, it 

makes use of the Web as a common, global data space, abstracting from the 

technological barriers associated with specific database management systems. 

 

 

Figure 2: Linked Data: A Web of data objects. 

 

While the description above might appear a bit simplistic and naive (more concrete 

details will be given in the next sections) and Linked Data has, for a few years, been 

confined in the corresponding academic research community, it is now gaining 

significant momentum in many different areas (see Figure 3 showing a catalogue of 

interlinked datasets). Governments (most notably in the US
4
 and the UK

5
) are leading 

                                                 
4
 http://data.gov  

http://col.org/
http://data.gov/
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open data initiatives where information about aspects such as transport, environment, 

public spending and education are being made available as Linked Data which can be 

easily referenced, accessed and reused by the public. Datasets, such as the one of the 

geonames initiative
6
 are also being made available as Linked Data, making it possible 

for anybody to link to reference information regarding geographical places in the 

world. One of the most reused sources of information on this Web of Data is 

DBpedia
7
, a Linked Data version of Wikipedia

8
 providing easily reusable and query-

able general information in almost every domain. DBpedia basically transforms every 

page in Wikipedia into a linked data entity, analysing the “infobox” on the Wikipedia 

page to extract structured information about each entity and their relationships to 

others. In this way the Wikipedia page about the Commonwealth of Learning 

(http://en.wikipedia.org/wiki/Commonwealth_of_Learning) is transformed into the 

linked data entity http://dbpedia.org/resource/Commonwealth_of_Learning, providing 

directly exploitable information linking, for example, to the linked data entity for 

Vancouver as the location of its headquarters. Many organisations such as museums 

and libraries
9
 have also realised the potential of the Semantic Web and started 

publishing open data, including the content of their catalogues and collections as 

Linked Data. Finally, Linked Data is more and more used by universities and other 

education institutions to make their public information and open resources more 

accessible, discoverable and reusable (this report includes several examples in this 

area). Many other sources of information are joining the Web of Linked Data, and it is 

already an invaluable resource that connects and gives access to information from an 

incredibly vast number of domains. As will be shown later in this report, the 

advantages of joining this movement are expressed in two ways: making one’s own 

public information linkable and usable for others, and being able to enrich one’s own 

information by linking to others. 

Before going into more details about the particular use of Linked Data for education, 

and specifically open and distance learning, one point needs to be clarified: the 

difference and relationship between Linked Data and the Semantic Web. In this report 

we will often use these terms interchangeably to talk about the general technological 

field that rely on the Web architecture for sharing information. Linked Data is, 

however, more often seen as a sub-part or a reduction of the Semantic Web, which is 

considered as not only using the Web to share information, but also to share the 

meaning of this information. In its simplest expression, this means that different 

sources exposing Linked Data might reuse commonly agreed terms to identify links 

and categories of objects in their data, so to ensure , that one’s use of the relation 

“creator” is consistent with somebody else’s interpretation of it. The representation of 

such shared and conceptually defined terms is what is often called an ontology in the 

Semantic Web area. Ontologies are necessary for both Linked Data and the Semantic 

Web in general, and one of the important topics of this report. However here we focus 

on the more directly applicable and pragmatic aspects related to the publication and 

use of Linked Data. 

                                                                                                                                            
5
 http://data.gov.uk  

6
 www.geonames.org/  

7
 http://dbpedia.org  

8
 www.wikipedia.org/  

9
 see the British Library, the BNF and generally, the Europeana project. 

http://en.wikipedia.org/wiki/Commonwealth_of_Learning
http://dbpedia.org/resource/Commonwealth_of_Learning
http://data.gov.uk/
http://www.geonames.org/
http://dbpedia.org/
http://www.wikipedia.org/
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Figure 3: Linking Open Data cloud diagram (September 2011), by Richard Cyganiak and Anja 

Jentzsch. http://lod-cloud.net  

 

What (linked) data for open and distance learning? 

The education sector is facing dramatic changes with the role of universities quickly 

evolving from a (physical) place where knowledge is produced, delivered and 

certified, to a (virtual) organisation dedicated to the distribution and exchange of 

knowledge. Besides Open Universities, more and more institutions are dedicating a 

substantial part of their activities in the production and distribution of (more or less) 

open educational material, as well as in advertising their courses/qualifications 

beyond their usual territory. It is in this context that the use of Linked Data seems the 

most relevant. Indeed, while the content of open educational resources is by definition 

accessible and reusable, publishing the corresponding metadata as Linked Data can 

make the content of different repositories more discoverable, accessible and 

connectable. The use of common vocabularies to describe the topics treated is a way 

to make the content of these repositories addressable globally, and to retrieve 

resources first for their relevance, without having to consider their origin. 

However, within and besides the obvious area of open educational resources 

metadata, many different aspects of open and distance learning might benefit from the 

open publication of reusable, open Web data. The Open University in the UK
10

 

publishes their course catalogue together with information about their availability and 

cost as Linked Data. It is therefore possible to ask what courses are available in a 

given country, on a given topic, under a certain price, etc. Multimedia resources are 

gaining more and more importance and the availability of directly processable 

information about their relevance and their openness to reuse (through licensing 

                                                 
10

 www.open.ac.uk  

http://lod-cloud.net/
http://www.open.ac.uk/
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information) becomes critical. Other types of information which are not directly 

meant to be used for education might play a role. This includes data about research 

results or cultural data originating from museums. In other terms, while educational 

resources are clearly a core focus, the potential brought by Linked Data and Semantic 

Web technologies to openly access, repurpose and remix many sources of information 

independently from their origin and original intent is what we intend to illustrate in 

this report. 
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Using Linked Data and the 
Semantic Web for Open and 
Distance Learning 

Much of the effort and documentation in the area until now have focused on the 

publication process for Linked Data: how to obtain data from legacy information 

systems; how to model these data according to the Linked Data principles; how to 

link the organisation’s data with external sources; how to expose the data online for 

wide accessibility. The next chapter in this report discusses these aspects, including 

some technological and organisational issues on the way to realise the publication of 

Linked Data for open and distance learning. However it may be more important to 

focus on the other side of the coin: how to make use of the data locally produced and 

made available by others, and how to take benefit from the specificities of Linked 

Data in doing so? In other terms, we look here, mostly through examples, at 

applications of Linked Data in the education sector, especially for open and distance 

learning. Through these applications, we consider the common benefits as well as the 

challenges of providing Linked Data-based functionalities to learners. 

We identify three general aspects to be considered when developing or deploying a 

Linked Data application which are important to understand before looking in more 

detail at the specific usage scenarios that can be considered in education: 

 Linked data should be hidden from the end-users: Considering that Linked 

Data is, after all, only a set of technologies to achieve a purpose, this might 

appear obvious. It is an aspect which is however often forgotten and might 

affect dramatically the adoption of an application by end-users. It is also often 

difficult to achieve, as it concerns not only removing specific elements of 

technologies (URIs, RDF, SPARQL, etc. – see next chapter) from the 

interface, but also making sure that the interface provides a seamlessly 

integrated view onto data that can be drawn from many different sources on 

the Web. 

 Trade-off between generic and application-specific features: It is 

reasonably obvious that one of the advantages of Linked Data is that it 

provides a homogeneous, standard data model on top of which reusable tools 

can be created. However, in relation with the aspect described above, this can 

sometimes lead to applications which are too generic to be useful. There are 

many examples of tools for navigation in linked datasets in general. While 

providing an interesting starting point into the data the exploration tool from 

the University of Oxford
11

 provides such a generic view over all sorts of 

different information which could be valuably completed by more specific 

applications tackling particular scenarios. Of course, we are not arguing here 

that the reuse of generic components is a bad practice, but that the provided 

application should be designed to fulfill a particular need from the end-user. 

                                                 
11

 http://data.ox.ac.uk/explore/  

http://data.ox.ac.uk/explore/
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 Tackling openness: While the openness of Linked Data and Semantic Web 

technologies are clearly seen as advantages, when looking at the realisation of 

applications integrating data from external sources represents a major 

challenge as it requires a trade-off between control and the potentially infinite 

possibilities that opening the application to unknown data can bring. 

Keeping these considerations in mind, we briefly describe three of the most common 

application scenarios encountered in the use of Linked Data in the education sector: 

Resource delivery, resource discovery and recommendation, and personalisation. 

Resource delivery and navigation 

Amongst the most obvious types of applications of educational Linked Data  are the 

ones that provide ways to access and browse resources through the exposed metadata. 

Here, the advantage of Linked Data is that the navigation scheme can make use of the 

rich structure of the Linked Data-based description of their metadata, possibly taking 

benefit from external information. Another advantage is that, by abstracting from the 

specificities of systems and formats in which the resources might be handled, it 

provides a way to homogeneously integrate heterogeneous resources. 

An example of such use is the “Study At the OU” mobile application from the Open 

University
12

. “Study at the OU” is the website of the Open University that contains 

the description of the courses and qualifications that can be obtained from the 

University (see http://www3.open.ac.uk/study/). The corresponding mobile 

application exposes the course catalogue and additional information about the topics 

covered by the available courses to smart-phones and tablets (see Figure 4). As part 

of this application, it is possible to select a topic and obtain information both about 

the courses available on this topic, and about the related resources such as podcasts, 

Youtube videos and OpenLearn units. This last feature is implemented using the 

Linked Data platform of the Open University
13

, querying resources that are directly 

related to the topic being considered, or for resources attached to courses that are 

related to this topic. In other terms, it transparently delivers relevant links to 

heterogenous resources by integrating these resources under a common Linked Data 

representation [2, 7]. 

Other applications exist that simply take benefit from the open and easy access that 

Linked Data provides for educational resources to implement new navigation and 

visualisation interfaces to these resources. For example, the availability of Linked 

Data descriptions for videos makes it easier to build mobile video browsers/players 

for these resources (see the OU mobile podcast browser
14

) or even interfaces for 

interactive TVs (see a “lean-back interface” for University videos
15

 on Google TV). 

                                                 
12

 see https://play.google.com/store/apps/details?id=uk.ac.open.saou for Android and 

http://ax.itunes.apple.com/gb/app/studyatou/id403500460?mt=8#ls=1 for iOS 
13

 http://data.open.ac.uk  
14

 www.greenhughes.com/using-ld-jquery-mobile-produce-podcast-explorer-web-app   
15

 www.greenhughes.com/content/html5-leanback-tv-webapp-brings-sparql-living-

room   

http://www3.open.ac.uk/study/
https://play.google.com/store/apps/details?id=uk.ac.open.saou
http://ax.itunes.apple.com/gb/app/studyatou/id403500460?mt=8#ls=1
http://data.open.ac.uk/
http://www.greenhughes.com/using-ld-jquery-mobile-produce-podcast-explorer-web-app
http://www.greenhughes.com/content/html5-leanback-tv-webapp-brings-sparql-living-room
http://www.greenhughes.com/content/html5-leanback-tv-webapp-brings-sparql-living-room
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Figure 4: Screenshots of the "Study at the OU" application on an Android phone. 

 

Resource discovery and recommendation 

Resource discovery is highly related to resource delivery but, going a step further, it is 

the idea that resources relevant to a particular other resource, user or situation can be 

automatically connected to this other resource, person or situation. In other terms, it 

relates to finding suggestions of resources to be considered depending on their 

relationships with other elements. 

Here, the advantage of relying on Linked Data for such applications is that it makes it 

possible to obtain rich representations of the resources and of the potentially 

connected elements, which might originate from different repositories and 

information sources. The relationships on which the suggestion of new resources can 

be based might explicitly appear in the data representation, directly or indirectly, and 

the possibility to enrich the metadata with different representation aspects provides 

additional dimensions for the comparison of resources. For example, we might be 

able to suggest resources from the same authors as the resources currently being 

considered or that have similar licenses in similar domains. 

One application that takes benefit from this approach is Talis Aspire Community 

Edition
16

 [4]. This application allows lecturers from UK universities to create and 

manage online reading lists for the courses they teach. These reading lists are 

organised and represented using Linked Data meaning, in particular, that the 

resources listed (mostly books) are represented with homogeneous metadata and 

connected with each other. Based on such information, integrated and collected from 

many different people and organisations, the application provides interfaces to browse 

and navigate in the resources, with the possibility to obtain similar, recommended 

resources to the ones being selected (Error! Reference source not found.Figure 5). 

This has obvious benefits for learners who could obtain complementary resources to 

the ones they are studying, and to lecturers who could compare the reading lists they 

created with similar ones from colleagues in other organisations. 

                                                 
16

 http://community.talisaspire.com/  

http://community.talisaspire.com/
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Similarly, [6] describes how the Linked Data-based integration of learning resource 

repositories can facilitate navigation and therefore the discovery of resources within 

these repositories. [5] more generally discusses the issues and benefits of using 

Linked Data for learning resource recommendation. 

 

 

Figure 5: Screenshot of Talis Aspire Community Edition for a particular resource. 

 

Personalisation and Social Learning 

Learning personalisation can be seen, in a reduced form, as similar to 

recommendation, but taking into account various dimensions of the learner’s profile. 

In other terms, while applications such as Talis Aspire described above would 

recommend resources based on the one being currently considered, a personalisation 

tool could recommend learning resources and activities based in particular on the 

learner’s interest, past history, learning goals and achievements. Linked Data 

technologies can contribute in this area not only because, as for resource discovery, it 

makes it possible to exploit a homogeneous, connected representation of resources 

originating from different sources, but also because it makes it possible to collect 
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information about the various dimensions of the learner’s profile in such a way that 

they are connected with each other and with the description of learning resources. 

One of the particularly interesting dimensions in such a learner’s profile are the social 

connections made with other learners while studying. There is currently a trend 

towards exploiting such social connections to better support learning activities. It is 

especially relevant in open and distance learning where the face-to-face interaction 

that would happen in classroom-based learning is not present and learners need other 

ways to connect to peers and benefit from sharing their learning experience. One 

simple example of the use of such connection and personalisation mechanisms is the 

Open University’s “Course Profile” Facebook application
17

 (Figure 6). It makes use 

of the Open University’s Linked Data-based course catalogue as a base source of 

information, and allows users to connect through courses, but indicating whether they 

have studied, are studying or are thinking about studying particular courses. This 

makes it possible to relate such simple learning activities to the personal profiles of 

the learners, in order to draw their attention (through personal recommendations) to 

other connected courses, as well as to connect them with other learners. 

 

 

 

Figure 6: Screenshots of the Open University's “Course Profile” Facebook application. 

  

                                                 
17

 http://apps.facebook.com/courseprofiles/  

http://apps.facebook.com/courseprofiles/
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Implementing Linked Data for 
Educational Resources 

In this part we look in more detail at what it means to publish and expose Linked Data 

on the Web, and move towards the Semantic Web illustrating the discussion through 

examples and considerations from the area of open and distance learning. We start by 

briefly describing the core set of technologies that are relevant to the publication of 

Linked Data. We then focus in more detail on the modelling of education-related 

information in a way compliant with the principles of Linked Data. Finally, we 

discuss and illustrate different aspects of the realisation of a “Linked Data workflow” 

including considerations related to available supporting tools as well as to licensing 

issues. 

Base standards and technologies 

RDF 

The base technology related to Linked Data is the common standard language for 

graph-based data representation: RDF
18

 (Resource Description Framework). The base 

foundation of RDF is very simple. It represents data in a graph where nodes can be 

either resources with URIs, or literals (i.e. values such as a string or a number)
19

. The 

edges of the data graph connect resources or literals, and are labelled with URIs of 

resources that correspond to relationships. For this reason, it is often said that the 

basic unit of information in RDF is a triple {subject predicate object} that link two 

resources through a relationship (the predicate), or a resource to a literal. Taking the 

example of a unit of open educational content from the OpenLearn repository
20

, we 

can represent the fact that it is a document, has a title (“Machines, minds and 

computers”), is published by the Open University and relates to a course called 

“M366: Natural and Artificial Intelligence”, through the set of triples: 

<http://data.open.ac.uk/openlearn/m366_1> 

<http://www.w3.org/1999/02/22-rdf-syntax-ns#type> 

<http://xmlns.com/foaf/0.1/Document>. 

<http://data.open.ac.uk/openlearn/m366_1>  

<http://purl.org/dc/terms/title> "Machines, minds and computers". 

<http://data.open.ac.uk/openlearn/m366_1> <http://purl.org/dc/terms/publisher>  

<http://education.data.gov.uk/id/school/133849>. 

<http://data.open.ac.uk/openlearn/m366_1> 

<http://data.open.ac.uk/openlearn/ontology/relatesToCourse>  

<http://data.open.ac.uk/course/m366>. 

<http://data.open.ac.uk/course/m366> <http://purl.org/dc/terms/title>  

"Natural and artificial intelligence" 

 

This set of triples illustrates more concretely the principles described in the first part 

of this report for Linked Data and the Semantic Web. The three main entities involved 

(the OpenLearn unit “m366_1”, the course “m366” and The Open University in the 

UK) all correspond to data objects identified by URIs. The information associated to 

                                                 
18

 http://www.w3.org/RDF/  
19

 This is a slightly simplified view, but which is sufficient to understand the base 

principle of the language  
20

 http://openlearn.open.ac.uk  

http://www.w3.org/RDF/
http://openlearn.open.ac.uk/
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them is represented through links that connect them with each other, with other 

entities and with literals. More importantly, these objects do not need to be described 

within the same system. Here, for example, the entity corresponding to The Open 

University is originating from education.dava.gov.uk, which exposes data from the 

UK government regarding public education institutions, concretely creating a link 

between two disparate information sources. Similarly, the type of entity “Document”, 

as well as most of the types of relationships (e.g., for the title or the publisher of the 

document) used in this set of triples have been defined by different organisations 

within Linked Data schemas (ontologies), and applied here to ensure that others could 

interpret and exploit the data without having to comply with an ad-hoc representation. 

More details about the reuse of ontologies, vocabularies and schemas for educational 

resources will be provided in the next section. 

 

Triple stores 

Triple stores are the equivalent to database management systems in relational 

databases. They are software systems that provide functionalities to load, store, 

update and query data in RDF. They are called triple stores as their underlying data 

model is a graph made of RDF triples. Contrary to usual database systems, they 

interact with external applications through Linked Data standards (RDF and 

SPARQL, described next), therefore hiding the details of their specific 

implementation and making it possible to use different triple stores in a homogenous 

way. Existing systems differ mostly with respect to their hardware requirements, their 

scalability and performance, as well as whether they provide additional features 

beyond what is strictly required to realise the Linked Data standards. 

 

SPARQL 

SPARQL
21

 (Simple Protocol and RDF Query Language) is the query language for 

RDF and generally Linked Data. It has a similar role in triple stores as SQL in 

relational database management systems. Major differences with SQL however 

include that SPARQL is designed to query graph-based data representations. It is 

therefore essentially based on the definitions of “triple patterns” corresponding to 

particular conditions in the data graph. For example, the following query (adapted 

from the examples at http://data.nature.com/query) gives the title and first author of 

up to 25 articles that contain the word “an” in their title: 

select ?title ?name where { 

?article <http://purl.org/dc/elements/1.1/title> ?title .  

filter (regex(?title,"an","i")) .  

?article <http://purl.org/ontology/bibo/contributorList> 

[<http://www.w3.org/1999/02/22-rdf-syntax-ns#first>  

[<http://xmlns.com/foaf/0.1/name> ?name ]]. 

} limit 25 

 

Another important aspect of SPARQL is that it does not only include a query 

language, but also a protocol to create data endpoints on the Web. The idea is that a 

SPARQL endpoint (such as the one from nature.com mentioned above) should only 

require standard Web mechanisms in order to be accessed and used. In other terms, 

one only needs a Web connection to query a SPARQL endpoint. Also, results are 

                                                 
21
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given in standard Web formats such as XML, or even RDF, making them Web 

accessible and linkable. 

Finally, the SPARQL language includes several different types of queries that can be 

used to interrogate the data in a triple store (“Select” queries as above, or “Ask” 

queries) or to extract a sub-graph from the data (“Construct” or “Describe” queries). 

 

RDF Schema and OWL 

As mentioned before one of the important aspects of Linked Data and the Semantic 

Web is that not only data can be shared, reused and connected, but also the schemas 

used to structure the data and the conceptual models according to which the data are 

represented. Depending on their level of complexity and their purpose, these schemas 

might be called vocabularies or ontologies. 

RDF Schema
22

 is a simple language commonly used to define such schemas for RDF 

data, and therefore Linked Data. The basic idea is that it can represent, in RDF, the 

common types of objects (the classes) in a particular domain, and the common 

relationships (the properties) that connect these types of objects. For instance, in the 

set of RDF triples in the previous examples, properties such as “title” and “publisher” 

are defined in a representation in RDF Schema of the Dublin Core metadata 

standard
23

, while the class “Document” used as a type of entity is defined in the 

FOAF vocabulary
24

. 

Classes and properties in RDF Schema might be represented in a taxonomy (e.g., 

“creator” is a sub-property of “contributor”, and “Document” is a sub-class of 

“Information Resource”), and the relationships between classes be represented by 

establishing which properties apply to which classes. An important aspect of RDF 

Schema is that, like RDF for data, it makes it possible to connect and reuse elements 

of other schemas. A class in one schema can be declared to be a sub-class in another 

schema and (as in our example) different schemas can be jointly used to represent the 

same RDF entities. 

OWL
25

 (Web Ontology Language) goes beyond RDF Schema by allowing to define 

classes and properties with formal meaning, as expressed in logical structures. In 

other terms, OWL is designed to be used to define ontologies of particular domains, 

as conceptual representations of the knowledge in these domains. OWL is a complex 

language and a complete description of its features would be outside the scope of this 

report. To give an idea of the principles on which it relies, we considered the simple 

example of the class “BookAuthor”. In OWL we can declare this class to be the one 

of people who have authored at least one book. This would be expressed in the 

following way using the OWL abstract syntax
26

: 

Class(BookAuthor complete  

intersectionOf(foaf:Person, 

restriction(dc:creator someValuesFrom(bibo:Book)) 

)) 
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26
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This syntax is often preferred to the RDF-based syntax for OWL
27

 because of its 

readability, even if OWL ontologies are concretely often serialised in RDF. In this 

representation, we also used prefixes (foaf, dc, bibo) as shortcuts to the corresponding 

vocabularies’ namespaces. 

One of the interesting aspects of OWL is that it makes it possible to apply ontological 

reasoning (which mostly relates to classification). Indeed, considering the class 

definition above and the presence of an entity of type “Person” and with a relation 

“creator” to another object of type “Book”, this entity would be automatically inferred 

to be a member of the class “BookAuthor”. 

Representing learning related information with 
Linked Data vocabularies 

One of the most important aspects of publishing education-related information as 

Linked Data relates to the way in which this information is represented. Indeed, as 

should appear clearly from the discussion above, it is not sufficient to export the 

content of an existing database or file in RDF. Choosing the right representation, 

meaning the right classes and properties for the considered entities, can have a crucial 

impact on the discoverability and reusability of the exposed information. Reusing 

commonly established schemas and ontologies is indeed equivalent to using a 

common language that others can understand: it allows them to query, interpret and 

connect your data jointly with their own. 

While the use of Linked Data for learning resources and education in general is still in 

its infancy, several vocabularies are standing out as commonly reused and especially 

relevant, either because they cover education specific domains or because they 

represent general concepts that are commonly encountered when talking about 

learning resources. Here, we briefly describe such vocabularies with concrete 

examples of the way they are used in education-related datasets. 

Dublin Core: The Dublin Core metadata terms
28

 is a vocabulary used to describe 

resources in general, which has been represented in an RDF Schema
29

. It contains 

general properties that are commonly used for metadata elements on many different 

types of resources including title, contributors, publishers, dates, etc. It is also 

commonly reused and extended in other vocabularies (such as BIBO, or the W3C 

Ontology for Media Resources described below), as a basis for the representation of 

more specific types of metadata and for specific types of resources. 

The example below shows how the general metadata regarding a conference paper 

can be represented using Dublin Core. It is extracted from the (Linked Data) entity 

http://data.open.ac.uk/oro/26853, which originates from the Open University’s Linked 

Data platform
30

. In this example and further ones, we use the prefix “dc” to refer to 

the namespace of the Dublin Core terms vocabulary (i.e., http://purl.org/dc/terms/). 

 

 

 

                                                 
27
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28
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<http://data.open.ac.uk/oro/26853> dc:title  

"A comparative study of the GC-MS response for qualitative analysis of  

FAMEs under direct thermal desorption in different types of liners". 

<http://data.open.ac.uk/oro/26853> dc:creator 

<http://data.open.ac.uk/person/fa82512e034c9d956e69c173fca7155a>. 

<http://data.open.ac.uk/oro/26853> dc:creator 

<http://data.open.ac.uk/person/6536d0467721140c87f2ee937dfba59a>. 

<http://data.open.ac.uk/oro/26853> dc:creator 

<http://data.open.ac.uk/person/36bf4bffbebe05f5d7193fb24d7e7637>. 

<http://data.open.ac.uk/oro/26853> dc:creator 

<http://data.open.ac.uk/person/ext-61100f941558967f5f85a1af60f0426d>. 

<http://data.open.ac.uk/oro/26853> dc:date "2009-05-07". 

<http://data.open.ac.uk/oro/26853> dc:isPartOf  

<http://data.open.ac.uk/oro/repository>. 

 

Naturally, the objects this entity links to (e.g., the authors, connected with the relation 

“dc:creator”) are also represented using Linked Data. In this case they are people 

represented using the FOAF vocabulary described next. 

 

FOAF: FOAF
31

 (Friend Of A Friend) is a common and very popular ontology to 

describe people and their relationships with other entities. It was originally designed 

as a first attempt to create a “Social Semantic Web” application, focusing in particular 

on representing the people a particular individual would know. It has since been used 

in many more general scenarios, and is considered a de-facto standard for the 

representation of basic information regarding people. 

The example below shows how information about a person (in this case, an academic 

member of staff from the University of Muenster, Germany) can be represented using 

FOAF. It is extracted from the entity http://data.uni-

muenster.de/context/cris/person/11616, originating from the LODUM
32

 platform at 

the University of Muenster. In this example and further ones, we use the prefix “foaf” 

to refer to the namespace of the FOAF vocabulary (i.e., http://xmlns.com/foaf/0.1/). 

The prefix “rdf” represent the RDF namespace (www.w3.org/1999/02/22-rdf-syntax-

ns#). 

<http://data.uni-muenster.de/context/cris/person/11616> rdf:type foaf:Person.  

<http://data.uni-muenster.de/context/cris/person/11616> foaf:name "Tietjens, Maike".  

<http://data.uni-muenster.de/context/cris/person/11616> foaf:depiction 

<http://data.uni-muenster.de/images/dynamic/cris/person/11616.jpg>.  

<http://data.uni-muenster.de/context/cris/person/11616> foaf:member 

<http://data.uni-muenster.de/context/cris/organization/5148>.  

<http://data.uni-muenster.de/context/cris/person/11616> foaf:firstName "Maike".  

<http://data.uni-muenster.de/context/cris/person/11616> foaf:lastName "Tietjens".  

<http://data.uni-muenster.de/context/cris/person/11616> foaf:title "PD Dr." 

 

In this case, the person represented is linked through the property “foaf:member” to 

the organisation they work for, which happens to be represented as a Linked Data 

entity of the type “foaf:Organisation”. 

 

Basic Geo: The Basic Geo vocabulary
33

 is an extremely simple RDF schema to 

represent the geographical position of objects in terms of latitude, longitude and 

altitude. It is almost universally used to represent the geo-location of entities. 
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The example below shows the use of the Basic Geo vocabulary to indicate the 

location of a building at the University of Southampton, UK. It is extracted from the 

RDF description of the Linked Data entity http://id.southampton.ac.uk/building/94H, 

originating from Linked Data sources published by the University of Southampton
34

. 

We use the prefix “geo” to represent the namespace of the Basic Geo vocabulary (i.e. 

www.w3.org/2003/01/geo/wgs84_pos#). 

<http://id.southampton.ac.uk/building/94H> geo:long "-1.380648".  

<http://id.southampton.ac.uk/building/94H> geo:lat "-50.934078" 

 

BIBO: BIBO
35

 (The Bibliographic Ontology) is commonly used to describe 

bibliographic references in RDF. This ontology can be used as a citation ontology, as 

a document classification ontology, or simply as a way to describe any kind of 

document in RDF. It has been inspired by many existing document description 

metadata formats, and can be used as a common ground for converting other 

bibliographic data sources. It is also a relatively sophisticated OWL ontology, which 

provides logical definitions that extend in particular the FOAF and DC vocabularies. 

The example below shows the use of BIBO on the article example used to illustrate 

Dublin core above, adding to it more specific forms of metadata. We use the prefix 

“bibo” to refer to the namespace of the BIBO ontology (i.e. 

http://purl.org/ontology/bibo/). 

<http://data.open.ac.uk/oro/26853> rdf:type bibo:AcademicArticle. 

<http://data.open.ac.uk/oro/26853> bibo:abstract  

"The work discusses the influence that ...".  

<http://data.open.ac.uk/oro/26853> bibo:authorList  

<http://data.open.ac.uk/oro/26853#authors>.  

<http://data.open.ac.uk/oro/26853> bibo:status  

<http://purl.org/ontology/bibo/status/peerReviewed>.  

<http://data.open.ac.uk/oro/26853> bibo:presentedAt 

<http://data.open.ac.uk/event/ext-0dadff2a887e9d6a1c9493bbf3859798> 
 

This description refers to other entities that might also be represented using BIBO, 

such as the conference where the article was presented (see “bibo:presentedAt”) 

which is of type “bibo:Conference”. 

 

AIISO: AIISO
36

 (the Academic Institution Internal Structure Ontology) is used to 

represent the structure of academic organisations in terms of sub-organisations and 

teaching programmes. It provides classes to represent entities such as faculties, 

colleges as well as course modules. It is often used as a basic schema for representing 

either the organisational diagram of educational institutions, or the courses taught at a 

particular institution. 

The example below shows how the relationship of an institution being a part of 

another one can be simply represented using AIISO. It is extracted from the Linked 

Data entity http://resrev.ilrt.bris.ac.uk/research-revealed-

hub/organisation_units/MSDG#org, originating from the “Research Revealed” linked 
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dataset from the University of Bristol, UK
37

. We use the prefix “aiiso” to refer to the 

namespace of the AIISO vocabulary (i.e., http://purl.org/vocab/aiiso/schema#). 

<http://resrev.ilrt.bris.ac.uk/research-revealed-hub/organisation_units/MSDG#org>  

rdf:type aiiso:Institution. 

<http://resrev.ilrt.bris.ac.uk/research-revealed-hub/organisation_units/MSDG#org>  

aiiso:part_of 

<http://resrev.ilrt.bris.ac.uk/research-revealed-hub/organisation_units/MVSF#org> 

 

This example represents a simple connection between one “aiiso:Institution” and 

another. 

The other example below shows the use of AIISO for the representation of a course 

module and its relationship with the institution offering it. It is extracted from the 

Linked Data entity http://data.open.ac.uk/course/l204 from the Open University’s 

Linked Data platform. 

<http://data.open.ac.uk/course/l204> rdf:type aiiso:Module.  

<http://data.open.ac.uk/course/l204> aiiso:name  

"Viento en popa: upper intermediate Spanish".  

<http://data.open.ac.uk/course/l204> aiiso:code "L204".  

<http://data.open.ac.uk/organization/the_open_university> aiiso:teaches 

<http://data.open.ac.uk/course/l204> 

 

This example in particular includes a link to the Open University, as the 

“aiiso:Institution” offering the course module. 

 

MLO: MLO (Metadata for Learning Opportunities) is a European standardised model 

addressing metadata for the purpose of advertising learning opportunities (i.e., course 

modules and course programmes). It is designed to allow the aggregation of such 

metadata from various sources in order to provide homogeneous sources of 

information for learning opportunities across institutions and even countries. An RDF 

Schema representation of MLO is currently available at 

http://svn.cetis.ac.uk/xcri/trunk/bindings/rdf/. 

The example below shows the same course module as above, but focusing on the part 

of its representation that uses MLO. 

<http://data.open.ac.uk/course/l204> rdf:type mlo:LearningOpportunitySpecification. 

<http://data.open.ac.uk/course/l204> mlo:url 

"http://www3.open.ac.uk/study/undergraduate/course/l204.htm".  

<http://data.open.ac.uk/course/l204> mlo:location <http://sws.geonames.org/3175395/>.  

<http://data.open.ac.uk/course/l204> mlo:location <http://sws.geonames.org/3057568/>.  

<http://data.open.ac.uk/course/l204> mlo:location <http://sws.geonames.org/2963597/>.  

<http://data.open.ac.uk/course/l204> mlo:location ... ...  

<http://data.open.ac.uk/course/l204> mlo:assessment 

<http://data.open.ac.uk/saou/assessment/tma>.  

<http://data.open.ac.uk/course/l204> mlo:assessment 

<http://data.open.ac.uk/saou/assessment/examination>. 

<http://data.open.ac.uk/organization/the_open_university> mlo:offers 

<http://data.open.ac.uk/course/l204> 

 

In this description, the entity is being linked to others representing assessment 

methods and countries in which the course module is available (the Open University 

being a distance learning institution). It is worth noticing that the representation of 

these countries is realised through linking to the corresponding Linked Data entities in 

the geonames dataset
38

. 
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W3C Ontology for Media Resources: The Ontology for Media Resources22
39

 is a 

core vocabulary including properties to represent extended metadata for media 

resources. It also maps (i.e. connects) these properties to other metadata formats 

commonly used to describe media resources on the Web. 

The example below shows how the Ontology for Media Resources can be used to 

represent metadata for a Video Podcast published by the Open University. It is 

extracted from the Linked Data entity 

http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299 from the Open 

University’s Linked Data platform. We use the prefix “ma” to refer to the namespace 

of the ontology for media resources (i.e., www.w3.org/ns/ma-ont#). 

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:title  

"Aristotle’s theory". 

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:publisher 

<http://data.open.ac.uk/organization/the_open_university>.  

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:description 

"In about 300BC Greek philosopher Aristotle proposed a  

 theory to why the rainbow has such a specific shape." 

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:createDate  

"2009-07-18T04:22:45+01:00". 

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:duration  

"00:04:54".  

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:format  

"video/x-m4v".  

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:locator 

<http://podcast.open.ac.uk/feeds/mu120-rainbow-analysed/mu120.05rainbow1.m4v>.  

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:language 

<http://www.lingvoj.org/lingvo/en>.  

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:genre 

<http://data.open.ac.uk/topic/itunesu/108>. 

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:collection 

<http://data.open.ac.uk/podcast/collection/aa2287ff33a5f8a807d2d6f689619b2e>.  

<http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299> ma:copyright 

"The Open University 2009" 

 

This description of a particular media resource contains many different aspects, 

including properties that would usually be provided by Dublin Core. It also includes 

elements which are specific to media resource, such as the duration and format. 

Another interesting point is that it makes explicit the copyright attribution for the 

resource and connects to its topic, through the “ma:genre” property. The topic is 

represented as a concept in the SKOS (Simple Knowledge Organisation System
40

) 

which is a simple vocabulary for representing classifications and thesauri. 

 

The Event Ontology: The event ontology
41

 is a simple vocabulary to represent 

general events, their location, time, contributors and products. It is commonly used to 

represent any type of events, including educational events such as lectures or 

workshops, as well as entertainment-related events. 

The example below shows the description of a seminar at the University of 

Southampton using the Event Ontology. It is extracted from the Linked Data entity 

http://id.southampton.ac.uk/event/63e8577a486a01f9fe4bab25641c40ad from the 

University of Southampton’s Linked Data platform. We use the prefix “event” to refer 

to the namespace of the Event Ontology (i.e., http://purl.org/NET/c4dm/event.owl#) 
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<http://id.southampton.ac.uk/event/63e8577a486a01f9fe4bab25641c40ad> rdf:type  

c4dm:Event. 

<http://id.southampton.ac.uk/event/63e8577a486a01f9fe4bab25641c40ad> event:time 

<http://id.southampton.ac.uk/event/63e8577a486a01f9fe4bab25641c40ad#time-1>.  

<http://id.southampton.ac.uk/event/63e8577a486a01f9fe4bab25641c40ad> event:agent 

<http://id.southampton.ac.uk/org/F6EB090000>. 

<http://id.southampton.ac.uk/event/63e8577a486a01f9fe4bab25641c40ad> event:homepage 

<http://www.soton.ac.uk/chemistry/news/seminars/2012/05/ 

 02_electrochemistry_at_the_nano_scale1.page> 

 

This description shows the basic information about the event, including the homepage 

of the event, and a link to the institution in charge of organising the event (through the 

“event:agent” property). 

Workflow for Linked Data publication in education 

Despite the focus on technology in the sections above, the process of introducing 

Linked Data practices for the purpose of education is, as is often the case, not centred 

on technical aspects: it includes a mix of information modelling, organisational, legal 

and technological issues. Below is presented a summary of the “abstract steps” that 

the exposure of particular information sources as Linked Data typically requires (see 

Figure 7). It focuses on the scenario in which existing, legacy information systems 

are being used as the basic sources of data, as it is the most common approach 

currently. Most steps would apply similarly in other scenarios, where Linked Data is 

used directly as the basis for a new information system for example. 

 

 

Figure 7: Steps towards the exposure of Linked Data 

 

Identifying Data 

The first obvious step in the process of exposing Linked Data is of course to identify 

and characterise the information which is to be exposed. An important element is to 

identify not only how to access and extract the data from its original source, but also 

how it is being used and how much of it is needed/obtainable to make the exposure as 

Linked Data valuable. In the case of educational resources for example, one would 

mostly consider exposing the metadata attached to particular units of content in order 

to make this content more accessible and discoverable. While basic metadata related 

to the publication of the content (authors, title) are obviously valuable, other elements 

such as the subjects of the resources become even more crucial, especially if standard 

classification schemes can be used. For example, textbooks at the Open University are 

classified using Linked Data compliant subject headings from the Library of 

Congress’ scheme
42

, making them more directly addressable by other systems using 
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 Library of Congress Subject Headings, www.loc.gov/aba/cataloging/subject/  

http://www.loc.gov/aba/cataloging/subject/
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this scheme
43

. In the case of educational resources many other elements of metadata 

not usually considered when cataloguing open educational resources can and, in many 

cases, should be considered as well. This includes in particular copyright and 

licensing information that specify the conditions under which the content being 

described can be reused. For example, Linked Data descriptions of educational 

resources from the Open University include information about the creative commons 

license used for the content (see the property “license” in 

http://data.open.ac.uk/openlearn/m366_1) and attribution of copyright (see the 

property “copyright” in 

http://data.open.ac.uk/podcast/81fcedb3bcf1ae7830c51911c6e90299). 

In relation with this last point, but considering it with another perspective, an 

important aspect in identifying data for exposure as Linked Data includes verifying 

and checking what can be made accessible. Indeed, assuming that the goal is to open 

access to existing information, it is obviously crucial to verify that there is no part of 

the data that might be subject to third party copyright or database right. Indeed, even 

in the case of metadata, the original source might have included contributions from 

commercial providers, which might prevent their public exposure. This is, for 

example, the case of library catalogues that import items provided by publishers or 

other libraries. 

 

Data (re-)modelling for Linked Data 

The main element of data modelling for Linked Data, is to choose the 

vocabularies/ontologies to apply and the way to apply them. As described above, 

there exist a number of vocabularies that can be used for educational resources, and 

many others are available that are generally applicable for other types of entities. 

There are a number of principles that are useful in guiding this choice: 

 Targeting maximum reuse: The goal of representing education related 

information as Linked Data is to make this information as accessible and 

usable as possible. By reusing vocabularies that are commonly employed by 

others, it makes the exposed Linked Data more directly interoperable. Of 

course, some elements sometimes need to be created. Not everything is always 

covered, and some properties might not be included in available vocabularies. 

Also, the connection between the different vocabularies used might need to be 

made explicit. In this case, it is a good practice to make these new elements as 

reusable as possible for others through publishing them as an ontology on the 

Web as well. 

 Not reusing something for what it is not: Of course, the advice above comes 

with a warning: reuse should not come in the way of correctness. Many 

vocabularies are flexible and can be used in many different ways, but it is 

important not to use properties and classes in a way different than what they 

were intended for. For example, BIBO (see above) contains a property “p”rt 

of" which is intended to indicate that an article is part of a journal issue, or a 

chapter is part of a book. However, some systems have been using this same 

property to indicate that a resource has been included in a repository. This 

                                                 
43

 see for example http://data.open.ac.uk/library/431565 which is classified under the 

Library of Congress Subject Heading 

http://id.loc.gov/authorities/sh92002377#concept (Genetic algorithms) 
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creates confusion (both for internal and external use) as somebody (or even 

some programme) could infer from this that the repository is a book or a 

journal issue. 

 Working with extensibility in mind: One of the great advantages of Linked 

Data vocabularies and Web ontologies is that they are not bounded: they do 

not constrain the data in a way that would prevent more data to be added, and 

more vocabularies to be introduced. Therefore, when choosing a set of 

vocabularies, it is useful to keep in mind that it might not be the final and 

definitive solution, as it can be easily extended at a later stage. 

 Allowing redundancies: This might be counter-intuitive to people used to 

work with relational databases, but sometimes, two different schemas can be 

used to represent exactly the same piece of information. In the case of Linked 

Data, as long as it does not affect the overall consistency of the model, any 

established vocabulary reused adds value to the data, as it provides another 

perspective, and therefore another “entry point” to the data. 

When deciding on the way to apply Linked Data vocabularies and ontologies to 

model educational data, an approach is simply to create examples of the expected 

result “on paper”. However, tools exist that can be used to import, edit and manipulate 

these vocabularies. These include, in particular, ontology editors such as Protégé27
44

 

and the NeOn Toolkit
45

. 

 

Transforming legacy data and generating RDF 

Once the set of vocabularies to employ has been chosen, the data to be exposed can be 

transformed. Mostly, this means extracting the data from its original source and 

transforming them in RDF, according to the chosen set of vocabularies/ontologies. 

It is worth noticing for this step that some platforms specifically dedicated to 

education and eLearning already provide features to export metadata about their 

content in RDF. For example, in Moodle
46

, the RDF description of the content of a 

page can be obtained by adding “.rdf” at the end of its address. The Fedora Content 

Management System
47

, commonly used for multimedia repositories, includes a 

similar feature, and is actually based on a triple store providing SPARQL-based 

querying mechanisms. The ePrints open source digital repository
48

 also includes 

features to export data into a variety of formats, including RDF. In all these cases, the 

output is modelled according to default vocabularies (often including Dublin Core and 

BIBO), which might need to be adapted. 

When not provided directly by the platform that originally holds the information to be 

extracted and transformed, tools to realise these tasks might be available separately. 

For example, SIMILE RDFIzer
49

 is a set of specialised converters for a large variety 

of input formats, including MARC records
50

 (for library catalogues), OAI-PMH
51

 (for 
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open archive repositories) and OCW
52

 (for MIT OpenCourseWare metadata). Other 

specialised RDF extractors include Bibtex2RDF
53

 to convert bibliographical 

references in the Bibtex format, or the Youtube2RDF tool
54

 that converts Youtube 

playlists into RDF using media vocabularies. 

Finally, more generic tools exist that can be configured to extract information from 

different types of common representation formats (relational databases, XML, etc.) to 

RDF. These tools generally require some effort in order to create an automatic 

transformation process between the original source in the original format and the 

target RDF vocabularies. For example, Triplify
55

 and D2RQ
56

 are two of the most 

popular tools used to create mappings between relational databases and specific RDF 

representations. Other tools such as Google Refine
57

 (a tabular data cleaning and 

manipulation tool) also include extensions
58

 to export data that can originate from a 

large variety of tabular formats (Excel, Google Spreadsheet, Comma Separated Value 

files) into RDF. 

 

Linking to other data 

One of the most obvious benefits and added-value of exposing public information as 

Linked Data is of course the ability to link to other available datasets and letting 

others link to the produced data. Such a linking process is actually materialised in two 

different ways, depending on how the URIs (i.e. the Web addresses used to identify 

objects in the data) are created: 

 Reusing external URIs: This is somehow the most natural approach. Indeed, 

as explained in the first part of this document, the main benefit of Linked Data 

is that it creates a common data graph, where an entity in one dataset can be 

described by reference to other entities in other datasets. For example, the 

description of courses at the Open University includes information about the 

countries in which they are available. These countries are referenced by using 

URIs from the geonames
59

 dataset (see example above). 

 Declaring entities to be the same as external ones: While less natural, this 

approach is currently very popular. Indeed, the OWL language (see above) 

includes a property (“owl:sameAs”) which can be used to declare that two 

different Linked Data entities (having two different URIs) represent the same 

real-world object. This particular mechanism is often used to connect different 

sets of Linked Data that might include different URIs for the same objects. For 

example, in the Linked Data platform of the University of Southampton, 

entities representing bus-stops (e.g. http://id.southampton.ac.uk/bus-

stop/SN120684) are linked through “owl:sameAs” to corresponding entities in 
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the UK government’s transport linked dataset (e.g. 

http://transport.data.gov.uk/id/stop-point/1980SN120684). 

In both cases, if not realised manually, the links are often created through ad-hoc 

scripts and tools. This stresses the importance of understanding and making 

understandable the way entities are identified in a dataset. Indeed, the way URIs are 

constructed should be as transparent as possible, in order to facilitate the task of 

finding out which entity in the whole set of data another one might link to, as clearly 

illustrated in the bus-stop example above. In cases where the links are not as obvious 

as in this example, tools such as SILK
60

 and LIME
61

 can be used to try to discover 

these links based on the similarity of entity descriptions from different datasets. 

 

Licensing data for public use 

As mentioned above, assuming that the goal of publishing Linked Data is to allow 

others to openly reuse public information, copyrights and database rights apply that 

need to be considered. Indeed, the risk here is not so much that somebody might use 

the data in a way that is not intended than that somebody might not be legally allowed 

to use the data in the way intended. To grant such rights to potential users, a license 

(in this case, a permissive license allowing the access, copy and redistribution of the 

data) should be associated to the data. The area of open data license is very complex 

and generally subject to debates and variation depending on the legislation that 

applies (see http://opendefinition.org/guide/data/ for guidance). Dedicated licenses 

have been created such as the Open Government License
62

 and the Open Database 

License
63

 that are designed for open data. In some cases, open licenses usually applied 

to creative work (i.e., creative commons
64

) are considered, especially for their 

flexibility: one can choose options ranging from a completely permissive license 

(CC0
65

) to one that requires attribution and the similar distribution of derived 

products, and prevents the use of the data for commercial purposes (CC-BY-SA-

NC
66

). There is a concern that the use of a creative commons license however would 

only impact on copyright, and not on database right (which, briefly, prevents the 

unauthorised access to data collected in a particular database structure). However, 

there is a general expectation that with creative commons licenses copies of concrete 

representations of some data content is being allowed, one could not legitimately 

claim database rights on the same content. 

 

Exposing Linking Data 

The final step of the process is to realise concretely, from a technical perspective, the 

exposure of the extracted content as Linked Data – ie.e  putting in place the software 

components that will deliver the data through Web interfaces. There can be many 

different options to realise such exposure, from simply putting the RDF file obtained 
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from extracting the data on the Web, to developing a complete set of tools and APIs 

to exploit the data. A common approach that favours both convenience (in accessing 

the data) and the use of standards includes three main components: 

1. deploying a triple store (see the first section of this chapter about triple stores) to 

hold and manage the data; 

2. realising a URI delivery mechanism; and 

3. deploying a SPARQL endpoint. 

These days deploying a triple store is not a particularly challenging task. Indeed, the 

most commonly used systems (which are often free and open source) are developed to 

be cross-platform and integrate easily into common environments. There are, 

however, many different aspects to consider in the choice of a system. OpenRDF 

Sesame
67

 is a popular choice because of the convenient interfaces it provides, and its 

relatively low requirements in terms of resource consumption. OWLIM
68

 (which 

integrates in particular with Sesame and is used by the BBC and The Open 

University) offers the benefits of scalability (the commercial version can handle many 

billions of RDF triples) as well as inference capabilities exploiting the features of the 

OWL ontology language. 4Store
69

 (used by the University of Southampton) also 

offers very high scalability and an easily scriptable toolset. Similarly convenient is 

Fuseki
70

 which, while not as scalable as others, has the advantage of being very easy 

to install and manage (it embeds its own Web server and can be started with a simple 

command), as well as combining flexibility (through, in particular, implementing the 

SPARQL Update
71

 protocol) with comparatively small resource consumption. 

It is worth noticing here that several commercial initiatives have emerged recently 

that offer the possibility to host Linked Data in online triple stores, in a model similar 

to cloud-based services. Examples of such services include the Talis Platform
72

, the 

Kasabi data marketplace
73

 and the Dydra graph database
74

. 

 

The URI delivery element of a Linked Data platform is at the same time very 

straightforward and technically complicated. For the sake of simplicity here we will 

avoid mentioning some current, fundamentally highly technical questions around this 

aspect and focus on the purpose of the corresponding mechanism: delivering data at 

the Web addresses (URIs) used to identify entities in the data. In other terms, the idea 

here is simply that when retrieving the content at a data URI such as 

http://data.open.ac.uk/library/431565, one should obtain the data representing the 

corresponding object including links to the related entities (that can then be similarly 

retrieved). Additional complexity appears as, ideally, such Web addresses should be 

able to deliver both “machine readable” RDF and “human readable” documents 

depending on the origin of the request (see www.w3.org/TR/cooluris/ for a more 
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precise description of the way to handle URI delivery for Linked Data). Such a 

mechanism is often realised in an ad-hoc manner, through dedicated software and 

adequate configuration of the Web server delivering the Linked Data platform. Tools 

such as Pubby
75

 however provide simple and customisable solutions for URI delivery. 

Finally, a SPARQL endpoint is a Web interface that implements the SPARQL 

protocol in order to query the data held in a triple store. Most triple store systems 

deploy and expose a SPARQL endpoint, and the SPARQL protocol being a standard, 

there is generally no significant difference between them (apart from the user 

interface to it, which, if provided, is generally customisable). 
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Towards a Web of Educational 
Data 

In this report, we have looked at the realisation and use of Linked Data for education, 

in particular for open and distance learning, taking a pragmatic point of view and 

focusing on concrete aspects and examples. In other terms, we concentrated on the 

way a particular organisation can join the Web of Data by exposing their own public 

information as Linked Data, and building applications that exploits such data to 

support learning activities. 

This area has attracted growing interests in the last few months, with many new 

initiatives joining in recently. These include Linked Data platforms from Universities, 

such as the ones mentioned in the previous chapters, but also from other organisations 

either indirectly supporting education (e.g. governments, research institutions, etc.) or 

providing resources relevant to learning (e.g. museums, libraries). 

However, beyond the advantages generated to and from each individual Linked Data 

initiative, this trend, more importantly, lets us foresee the even greater benefits that 

will bring the growing “Web of Educational Linked Data”. Indeed, a number of 

formal and informal networks of organisations exposing and exploiting Linked Data 

for education are currently considering this particular aspect, from the UK-centric 

http://data.ac.uk, to portals such as http://linkeduniversities.org and 

http://linkededucation.org originating from the academic communities around the 

Semantic Web, eLearning and Technology Enhanced Learning. 

As described in the first part of this report, what Linked Data is ultimately about is 

connecting information sources across the Web independently from their origin and 

technological assumptions. The network created from all the various initiatives 

adopting Linked Data for education, the “Web of Educational Data”, therefore 

generates more value with each joining initiative, through making resources globally 

accessible, discoverable, reusable and jointly exploitable for the benefit of all. 
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